
Cloud computing is evolving to give enterprise IT the freedom to run 

each of its business applications in the infrastructure best suited 

for it in terms of cost, performance, security, and other factors. 

As a result, IT teams are challenged to assign each workload to its 

optimum compute environment, whether that’s a private or public 

cloud or even a traditional data center. 

The hybrid cloud model, which combines private and public clouds 

(see box), is quickly gaining momentum as the IT infrastructure 

model of choice. It will ultimately enable IT to move workloads back 

and forth dynamically, as price, performance, and other variables 

change. This promise of intercloud agility is one of the factors accel-

erating hybrid deployments: IDC expects the hybrid cloud market to 

expand at a five-year compound annual growth rate (CAGR) of 20% 

through 2021, which is 15 percentage points higher than the world-

wide software market.

The remainder of this paper further explores the benefits and  

challenges of hybrid cloud computing and discusses some best  

practices for building a “cloud-right”—not necessarily a “cloud-

first”—IT strategy that accounts for today’s capabilities as well  

as current limitations.

PRIVATE  
CLOUD
An automated, highly  
virtualized installation of  
IT infrastructure managed 
by an organization’s own  
IT team. 

HYBRID  
CLOUD
The combined use of at 
least one private cloud and 
at least one public cloud 
service, with some degree 
of integration between the 
two environments. 

PUBLIC  
CLOUD
Infrastructure-as-a service 
(IaaS) or other IT-related 
service whereby highly 
virtualized IT resources 
reside in the infrastructure 
of a third-party provider 
and are managed by that 
provider. 

MULTI- 
CLOUD
The concurrent use of 
more than one public cloud 
service by a single organi-
zation, with some degree 
of integration between an 
enterprise’s on-premises 
infrastructure and the 
public cloud services.
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Benefits of the Hybrid Cloud IT Model
The popularity of hybrid clouds reflects an IT landscape growing 

automated and flexible enough that enterprises can keep their IT 

environments continually optimized even as requirements and cost 

points change. Gaining such fluidity across private and public clouds 

lies at the heart of many of today’s digital transformation initiatives, 

which require what hybrid clouds deliver today:

n Ability to scale IT to keep pace with data storage, management, 

and analytics requirements

n Access to the latest and best applications without the need  

to develop and maintain them

n An environment where DevOps can test new solutions quickly

n Ability to meet sudden spikes in user demand and create  

temporary digital environments

n Accelerated service delivery

n Access to affordable and reliable backup and recovery

These factors give IT organizations the ability to respond quickly to 

new business opportunities, create services that were once cost-

prohibitive, enter new markets, and deploy new levels of personal-

ized customer service. 

The hybrid cloud model has not yet reached Nirvana, however. The 

truly dynamic shifting of workloads among private and public cloud 

environments as fluctuating circumstances and requirements dictate 

demands levels of cloud orchestration, interoperability, and applica-

tion mobility that are still maturing. For now, therefore, enterprise IT 

teams must do the following to get the full benefits of hybrid clouds:

n Conduct a thorough workload assessment so they can assign 

workloads to run in the most appropriate infrastructure. 

n Take advantage of technologies such as workload migration  

tools and containers, which ease their ability to move workloads 

from one environment to another.
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Rules of Thumb and Best Practices
Hybrid clouds offer a “best of both worlds” cloud proposition. They 

enable IT to run workloads not suited to a third-party infrastructure 

on premises while offloading the infrastructure burdens of other 

workloads to a public cloud provider. Workloads unsuited to the 

public cloud might include certain legacy applications as well as 

applications that must be secured by in-house personnel due to a 

regulatory mandate.

Beyond that, a general blueprint for where to place workloads  

might look something like this:

n Static workloads that are very predictable tend to run most 

cost-effectively in a private cloud. It’s fairly easy to forecast the 

volume of resources that static workloads will consume and to 

plan ahead to incrementally add more infrastructure resources  

to scale them.

n Very dynamic, unpredictable workloads are often optimized 

in a public cloud, where you pay based on usage and have the 

flexibility to turn the service on and off quickly. Examples might 

be new applications for which usage trends haven’t yet been 

established and seasonal retail workloads with short-term or 

erratic usage. 

Note that these are very general guidelines. It pays to understand 

your workloads—what performance and availability requirements 

they have and the interdependencies among them—so you can 

ensure that they perform as expected. That involves conducting a 

comprehensive workload assessment.

The All-Important Workload Assessment
Despite the trend toward automation, proper workload assessments 

require some old-fashioned footwork that involves asking business 

leaders what they expect from their apps in terms of performance, 

availability, and security. For example, points out Frank Nishimori, 

solutions architect at Logicalis, most cloud services guarantee four 

9s (99.99%) availability of stored data. 

“Overspending is driving some public cloud deployments back 

onto enterprise premises. It’s a symptom of enterprises moving 

too quickly before conducting important workload assessments.” 
 — PERRY SZARKA, Enterprise Solution Architect, Logicalis



“While four 9s sounds good, that’s 53 minutes of downtime a year,” 

he observes. That may not handle the task, he says, for business 

stakeholders accustomed to typical on-premises storage systems 

that support six 9s (99.9999%) availability—or just one minute of 

downtime annually. 

He advises getting business stakeholders to articulate what levels 

of downtime and data loss they find tolerable. Consider disaster 

recovery time objectives, for example. 

“Most stakeholders would say they are unwilling to lose any data,” 

says Nishimori. “However, if they are currently conducting a data 

backup just once every 24 hours, those actions indicate that they 

are willing to lose five to eight hours of data. Pointing these things 

out helps them set a realistic expectation and manage risk” as they 

decide what applications make sense for the public cloud.

How to Contend with Hybrid  
Cloud Challenges
In addition to service-level agreements (SLAs), there are other issues 

to contend with in today’s nascent hybrid cloud environments. These 

range from needing to curb rampant overspending on public cloud 

services to determining how to migrate workloads to a different 

infrastructure. 

n Controlling cloud costs. Although enterprises save money with 

public cloud services—compared to buying, testing, deploying, 

and managing their own infrastructure—they still spend too 

much on them. Public cloud spend exceeds IT budgets by 42% 

on average, reports the CIO Journal, and “overspending is driving 

some public cloud deployments back onto enterprise premises,” 

observes Perry Szarka, enterprise solution architect at Logicalis. 
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If the cloud is reputed to be a panacea for lowering TCO, why are 

companies continually finding themselves over budget? 

Szarka calls overspending “a symptom of enterprises moving too 

quickly before conducting important workload assessments.”

He adds that if you haven’t identified which apps are good candidates 

for which environments and the interdependencies among them, you 

won’t know how much bandwidth you need in order to run them. 

As a result, “your cloud performance could be terrible,” which might 

not be worth the capital cost savings trade-off. Or you might need to 

invest in more network capacity than expected, he says.

Other reasons enterprises overspend on cloud services:

n Cloud providers’ pricing is complex, tiered, and prone to  

change frequently.

n Shadow IT means that enterprises might be consuming cloud 

services that IT teams don’t know about. Those services or 

pricing tiers might be ill suited to the workloads at hand.

n Without centralized visibility into all cloud services, some 

services might go underutilized or be abandoned while the 

company continues to pay for them.

As enterprise public and hybrid cloud deployments grow, it becomes 

both more challenging and more important to stay on top of what’s 

running where and at what cost. Since you can’t control what you 

can’t see, you need visibility into all your cloud assets, which has 

traditionally been difficult.

However, comprehensive cloud management tools, such as Hewlett-

Packard Enterprise OneSphere, that provide a unified view of all 

workloads running across private and public clouds have begun to 

emerge. These tools are smart enough to tell you what you’re paying 

for each workload across your environment on a daily basis, even as 

pricing changes, and provide dynamic cross-provider price compari-

sons. As such, they come highly recommended for all enterprises 

using cloud services and needing to keep workloads in the cost-

optimum location as prices and service tiers change.

n Executing workload migration. Today it’s not possible to 

move an active workload from one cloud environment to another 

dynamically. Moving workloads requires planning and application 

dependency mapping with the workload assessment described 

earlier and the use of migration tools, such as HPE’s Cloud Work-

load Migration Service, that enable you to move a nonactive work-

load along with all its dependencies to a different infrastructure.



n Cloud exit strategy. When enterprises have IT resources on 

premises and want to move them to another building, it’s a 

fairly straightforward proposition. It’s less so when you want 

to exit a hyperscale, complex cloud service, such as Amazon 

Web Services (AWS) or Microsoft Azure, for which you may 

have written scripts to help integrate the environment with your 

on-premises IT infrastructure. It’s a good idea to have a plan 

for what you’ll do if you need to cut ties with a particular cloud 

provider. There’s a balancing act between not being completely 

locked in to a cloud provider and being integrated enough that 

you can use the provider’s most valuable features. So be sure to 

examine the cloud provider hooks into your enterprise and assess 

the level of difficulty required to extricate yourself if necessary.

n App mobility and cloud interoperability. Automated tools 

are not widely in place for dynamic movement of workloads, 

which constitutes the ultimate benefit of hybrid cloud computing. 

In the interim, you must define your app workload so you can 

move the whole environment from one place to another, says 

Szarka. “This includes data, database, backup policy, priority, 

network settings, ephemeral or persistent storage, security 

settings, and hardware criteria. The entire profile of the app  

must move,” he says. 

 Nishimori adds that containers can help on this score. Containers 

are standard units of software that package up code and all its 

dependencies so that an application can run quickly and reliably 

in one computing environment or another. “While containers 

were originally stateless, now you have the ability to put storage 

into containers too,” he points out.

To learn more about how Logicalis Hybrid Cloud Consulting and HPE Technology can 
partner with you to design, implement, and operationalize to accelerate your digital 
transformation, contact Logicalis.
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n Security in the cloud. As mentioned earlier, sometimes appli-

cations are required by security regulations to be run in a data 

center owned and operated by the enterprise. However, it’s still 

possible to get cloud benefits with such applications, thanks to 

new offerings that enable you to run a “cloud service” on your 

premises. For example, HPE’s GreenLake offering puts equipment 

on your premises that you run but pay for similarly to the AWS 

and Azure models. “GreenLake is an on-prem as-a-service model 

that lets you retain control over security and availability while 

adopting the pay-as-you-go pricing model,” explains Szarka.

Summary and Conclusions
Underlying the world’s digital transformation efforts is the need for 

flexible IT infrastructure, which is driving the popularity of hybrid 

clouds. Hybrids combine private and public clouds with one or more 

touchpoints between the environments to create a unified, auto-

mated, and well-managed computing environment.

In this way, the cloud is evolving from the concept of a “place” (an 

infrastructure that’s either on or off premises) into a generalized, 

software-defined approach to running IT. Cloud IT will eventually use 

automation to enable workloads to dynamically run in the most cost-

effective, highest-performing, or most secure location, depending on 

enterprise priorities for each workload. 

Work is still in progress to ensure that enterprises can run work-

loads seamlessly across cloud environments, with all dependencies 

following each workload. This type of application mobility is what 

enables cloud interoperability, and it’s a fundamental enabler of 

successful hybrid cloud computing. 

Before adopting this kind of fully agile IT environment, in which auto-

mation and AI are invoked to automatically move workloads to ideal 

environments, enterprise IT teams can take some steps to optimize 

their hybrid cloud use. Conducting a workload assessment with 

input from the various business application stakeholders is essential. 

Enterprises should also use centralized, cross-cloud tools to gain a 

unified view into all workloads and costs across their infrastructure 

environments. And workload migration tools and services, such as 

containers, enable IT teams to move workloads throughout their 

hybrid clouds today.
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